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1. Service Overview

Grade AI is an AI platform enabling secure access to Large Language Models (LLMs) for

products across Grade product portfolio. For product teams, Grade AI provides unified platform

facilitating access to LLMs. A single consolidated platform reduces duplication of effort and

resources as Grade scales and accelerates the adoption of generative AI as APIs, security

configuration, infrastructure management etc., can be managed centrally, reducing the risk of

error along the way.

Grade AI is powered by Azure OpenAI service. Grade AI is provided as an add-on feature to

automate manual processes and help decision making. It can be activated through

organisation’s decision making process. 

2. Service Content

2.1 General

2.1.1 Translate

Translates a content based on the input data. The content will be translated in the specified

language.

2.1.2 Batch Translation

Processes HTML text provided by the CMS product, using additional contextual information like

titles, headings, and metadata to enhance the accuracy and relevance of translations

2.2 Recruitment

2.2.1 Job Ad 

Creates tailored, engaging, and inclusive job ads using ATS data as a context. This feature saves

recruiters time, ensures consistent tone and style, and offers customization options like tonality

selection and multi-language support. Perfect for attracting top candidates efficiently and

effectively.

2.2.1 Job Ad Summary

Creates a short, engaging summary of the full job ad text highlighting the keys aspects of the

full job ad

2.2.2 Job Ad Translation

Translates a job ad based on the input data. The job ad will be translated in the specified

language.



2.2.3 Job Ad Tonality

The Tonality Selection feature enables recruiters to generate job advertisement content that

aligns with specific communication styles, enhancing relevance and engagement for diverse

candidate audiences. Users are presented with a curated panel of predefined tonal options—

ranging from Professional and Formal to Inclusive and Welcoming, among others. Upon

selection, the system regenerates the job ad text to reflect the chosen tone. Recruiters can then

review, further refine if necessary, and finalise the content for publication.

2.2.4 Job Ad Translation

Translates a job ad based on the input data. The job ad will be translated in the specified

language.

2.2.5 Selection Questions

Enables dynamic generation of role-specific application questions using LLMs. This feature will

improve candidate screening by generating customized questions based on job descriptions,

previous questions used, and company context.

2.2.6 Reference report summary 

Enables an AI-generated summary of the reference report in Refensa. This feature saves

recruiters time by summarizing the responses provided by the candidate and their references. 

2.3 Talent Management

2.3.1 Activity Suggestions

Recommends personalized learning and development activities. It analyzes employee roles,

internal course offerings, and development needs to generate tailored suggestions that support

professional growth. 

3. Early Access Program for GradeAI

The Early Access Program (EAP) offers select customers exclusive, early access to new AI-

powered features developed by GradeAI. Participants can explore AI features before general

release, helping shape product direction through direct feedback. The program includes

onboarding support, usage tracking, and regular check-ins with the product team. Contract

signing is required to join.



4. Data Processing

4.1 Introduction and scope

This privacy policy applies to the Grade AI services provided as an extension of the main

products. The service is meant to be used only in the EU.

It is important to note that no direct personal data (such as full name, email address, phone

number, national ID) is sent to the API unless the user explicitly includes this information in

product, for example in the advertisement title or advertisement description. The following

practices are being applied in relation to indirect personal data (such as user ID, IP address,

device identifiers, and cookies):

Data Storage Strategy

Store direct and indirect personal data in separate systems or databases

Use access controls to ensure only authorized services/roles can cross-reference

Apply encryption and pseudonymization to indirect data whenever feasible

User ID Handling in APIs

Transmit only user IDs

Do not expose or transmit names, emails, or other direct identifiers

Risk Assessment Criteria

If user ID cannot reasonably be linked to an individual (due to access, encryption, or

architectural separation), it is not classified as personal data

4.2 Data controller

The data controller is the Customer.

4.3 Data processor

Grade

Blekholmstorget 30

111 64 Stockholm

Telephone: +46 8-673 62 40

Email: info@grade.com

4.4 Sub-processors

Clever Cloud SAS



French Trade Register: RCS Nantes B 524 172 699

4 rue Voltaire

44000 Nantes

France

AppSignal B.V.

Dutch Chamber of Commerce: 62960407

P.O. Box 10212

1001EE Amsterdam

The Netherlands

Microsoft Corporation

Microsoft Ireland Operations Limited

One Microsoft Place

South County Business Park

Leopardstown

Dublin 18, D18 P521, Ireland

Langfuse GmbH

Gethsemanestr. 4

10437 Berlin

Germany

4.5 Data collection and sources of information

As provided by the end user:

project title (required, text)

reference question id (required, integer)

reference question content (required, text) 



job title (required, text)

job location (optional, text)

department (optional, text)

qualifications for a job (optional, text)

Collected directly from the main product acting as Grade AI service endpoint:

account name (required, text)

account description (optional, text)

account id (required, integer)

user id (required, integer)

input.language (required) 

It should be noted that, the text fields could include personal data only if the customer or end

user explicitly provides it.

4.6 Purpose of data collection

Data is collected to provide the Grade AI content generation service.

All data is logged for development and security purposes.

Aggregated results and statistics about the service usage are collected to provide the customer

with analytics insight.

The data collection is done to fulfill the terms and conditions specified in the contract and

therefore is based on an agreement to provide the Grade AI and analytics services for the

customer.

The end user acting on behalf of the customer must note that no personal information should be

provided for the application.

4.7 Data sharing and disclosure

Data is not shared nor disclosed to third parties unless required on legal grounds.

4.8 Data subject’s rights

The data subject’s rights include:

The right to be informed

The right of access

The right to rectification

The right to erasure

The right to restrict processing



The right to data portability

The right to object

Rights about automated decision making and profiling,

as described by the GDPR (REGULATION (EU) 2016/679 OF THE EUROPEAN PARLIAMENT

AND OF THE COUNCIL)

4.9 Data retention and deletion

Logged data is deleted after 30 days.

Prompt data is deleted after 2 years, or earlier if requested by the customer/data subject

Analytics results and statistics are aggregated or anonymized.

Transferring data outside the EU or the EEA

Data storage is in the EU and no data is currently moved outside of EU or EEA countries.

If data transfer to the U.S. becomes necessary on legal grounds or because of a force

majeure, it is done in compliance with the EU legislation and EU-U.S. Data Privacy

Framework.

All subprocessors and servers are selected from the EU or the subprocessors are properly

EU-U.S. Data Privacy Framework certified.

Automated decision making and profiling

No automated decision making or profiling of natural persons is currently done.

4.10 Data Backup

Daily backups are performed at Grade AI, with data stored for 7 days. Additionally, Grade AI

tests the recovery process annually to ensure the integrity of the backup systems.

4.11 PII Detection and Redaction

Overview

Grade uses automated PII redaction technology to enhance the privacy and security of

personal data processed through our products. This feature helps ensure that sensitive

information is handled in accordance with the principles of data minimisation, privacy by design,

and responsible AI use under the GDPR and the EU Artificial Intelligence Act.

Summary

Grade’s PII redaction service enhances privacy without reducing functionality. By combining

in‑memory PII masking, EU data residency, and audited exception logic, the system minimises

personal data exposure to AI models while maintaining transparency, fairness, and compliance

with EU regulatory standards



PII Redaction Flow

When a user submits data that may contain PII, the following process occurs:

1. Product Input

Data entered through a Grade product is securely transmitted to our AI processing platform

2. Centralised AI Platform

The input passes through Grade’s centralised AI integration layer, hosted entirely within the

EU/ETA

This ensures that all AI data processing and routing occurs under EU data residency

requirements

3. PII Detection and Redaction

The submitted data is sent to AI Language Service, which automatically detects and

redacts PII entities

PII elements are processed in memory only — the Language service does not persist or log

this data

A redacted version of the text is generated for downstream language processing

The following entity types are excluded from redaction due to legitimate business needs

and contextual relevance:

person_type (e.g. “teacher”, “applicant”, “student”)

organisation (e.g. company, institution names)

date (e.g. hiring date, meeting date)

government/country specific entities where required for context or compliance

4. Language Model Processing  

The redacted text is processed by LLM to perform natural language understanding or

generation tasks

LLM receives only the redacted version, meaning no identifiable PII is exposed to the model

5. Reconstruction of Response

Once the LLM output is received, the original unredacted PII — temporarily held in memory

within the Grade platform — is programmatically reinserted into the final response

This reconstruction occurs within Grade’s EU‑based environment before the output is

returned to the originating product

6. Product Output



The final processed text, now reintegrated with necessary PII, is displayed to the user in the

Grade product interface. No intermediate data is retained beyond the active processing

session

Categories of PII Processed

The system may detect and redact the following categories of PII, depending on context:

Names and aliases

Contact information (email, phone, address)

Identification numbers

Financial data

Health-related information (if entered by user)

Geolocation or address information

Following categories are excluded from redaction due to product functionality requirements:

person_type (e.g. “teacher”, “applicant”, “student”)

organisation (e.g. company or institution names)

date (e.g. interview date, application date)

government/country specific identifiers or entities required for lawful or contextual relevance

The entity exceptions listed above are allowed solely to maintain functionality and data

interpretability within HR and recruitment-related use cases.

Limitations of Automated Redaction

While Grade’s PII redaction functionality substantially reduces the likelihood that identifiable

personal data is transmitted to downstream AI services, it cannot guarantee complete detection

or masking of all PII in every case. Detection accuracy may vary by language, formatting, and

context. Users are advised not to include unnecessary personal information in free‑text inputs.

Grade continuously monitors and improves detection quality as part of its privacy‑by‑design

framework.

Data Retention and Storage

PII redaction occurs in real time and is not persisted within language services or models

Temporary in-memory data is cleared immediately after output reconstruction

Example: “Input: ‘My name is John Smith and I work at ExampleCorp.’ → Redacted: ‘My

name is [Person1] and I work at ExampleCorp.’”



Only minimal non-personal metadata (e.g. process success status, performance metrics) may

be logged for operational monitoring within Grade’s environment

No PII is written to persistent storage or log systems as part of this process

No PII is stored within 3rd party AI or environments

All temporary PII data used during processing is held in-memory only and discarded

immediately after the operation is completed

5. Technology and Architecture

5.1 Overview

Grade AI mirrors OpenAI’s HTTP/JSON interface. The HTTPS request from the application front

end is sent to the application backend server, which then creates an API call (including the

system prompt data and user provided data) to our own application hosted in Clever Cloud

(Paris, France). 

The application uses a database (for saving the prompts) provided by Clever Cloud (Paris,

France) and logging/APM service (for performance monitoring and development/debugging)

provided by AppSignal. AppSignal's service is located in Netherlands and they use Worldstream

(Naaldwijk/Amsterdam, Netherlands) as a subcontractor.

The application in Clever Cloud uses Microsoft Azure AI Services via an API for the content

generation. The content generation is  done by using a model provided by OpenAI, but the

model itself is hosted by Microsoft in Stockholm, Sweden. In other words, the OpenAI only

provides the model or "code", and not the actual service which is provided by Microsoft (an EU-

U.S. DPF certified partner).

The Azure AI Services hosted content generation model (LLM) is generic in nature, and only

gets the data sent in the API call (our system prompts and configurations along user provided

data) by our own application. The data sent to the model is not used for any model training, fine-

tuning or conversation history purposes. The service is stateless in that sense and Microsoft

does not retain the data in any way in the models.

The data returned from the model to our application is saved to the database in Clever Cloud

and logged by AppSignal before it is returned to the product. As described above, all data

processing and storage is in EU, with Microsoft being the only non-European service provider.



5.2 Infrastructure & Hosting

DNS Management: Managed via Abion.

Hosting: The system is hosted on CleverCloud to ensure scalability and reliability.

Version Control: Code is maintained in a Git repository.

5.3 Backend

Built with Node.js

5.4 Data Processing & Storage

Background jobs: GitHub Actions is used for asynchronous processing and task management.

Database: PostgreSQL for structured data storage.

5.5 Azure OpenAI

Azure OpenAI Service provides REST API access to OpenAI's powerful language models and

Embeddings model series. These models can be easily adapted to your specific task including

but not limited to content generation, summarization, image understanding, semantic search,

and natural language to code translation. Users can access the service through REST APIs or

through SDK.

Azure OpenAI Service gives customers advanced language AI with OpenAI models (GPT-4o,

GPT-4o-mini, …) with the security and enterprise promise of Azure. Azure OpenAI co-develops

the APIs with OpenAI, ensuring compatibility and a smooth transition from one to the other.



With Azure OpenAI, customers get the security capabilities of Microsoft Azure while running the

same models as OpenAI. Azure OpenAI offers private networking, regional availability, and

responsible AI content filtering.

5.6 Authentication

To use the API, you must first be granted an API key. This will be used to both authenticate the

product consuming the API and to authorize which features that you have access to.

5.7 Logs

Grade AI maintains both application and audit logs.

Logged events include all requests towards the API

CleverCloud: Logs are managed and stored on Clever Cloud servers in France.

AppSignal: AppSignal utilizes  datacenter in the Netherlands. AppSignal do also

store encrypted backups at an AWS facility in Europe under a contract and DPA signed with

Amazon's European entity "Amazon EMEA SARL." Data isn't transferred outside the EU or

under contract with a non-EU entity.

LangFuse: LangFuse is used to store logs related to communications made to third party AI

providers such as Microsoft Azure AI.

5.8 Encryption

All data stored on Clever Cloud is encrypted at rest using AES-XTS via LUKS2 disk encryption.

6 Updates to the Service Description

This document is regularly reviewed and updated to ensure it accurately describes data

processing and complies with applicable legislation.

This section outlines the conditions under which Grade can make changes to the service or its

description. It covers scenarios where service updates or modifications might occur, and how

these changes are communicated to the customer.

6.1 Right to Make Changes

Grade reserves the right to improve or modify its operations and the services described in this

document. The company can make changes to the service or its technology if:

The changes do not affect the service content or service level

The changes are necessary to address a serious security threat (e.g., cybersecurity risk or a

significant availabil-ity issue)

The changes are required by law or a regulatory authority

Worldstreams

https://www.worldstream.com/en


In these cases, Grade may implement changes without customer approval. However, if the

change impacts the content or the level of service, the provider will notify the customer as early

as possible. In urgent cases, like addressing a security threat, the provider will inform the

customer immediately after the change is made.

6.2 Impact on Service Level

If a planned change significantly affects the service content or the agreed service level (such as

reducing the scope of the service or transferring personal data processing to a third party

outside the European Economic Area), the provider must notify the customer at least three

months in advance. The customer then has the right to terminate the agreement with three

months' notice, starting from the date the change notification is received. The termination must

be submitted within three months of receiving the notification of change.

6.3 Essential Changes

An essential change is defined as any modification that:

Affects the processing of personal data, especially if the data is to be transferred to another

subcontractor or outside the European Economic Area.

Significantly impacts the customer’s service experience or usage.

Availability of Service Description

The most up-to-date service description is always available upon request.
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